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The Problem of Dark Matter
• We have well-motivated ideas about what the particle physics of dark 

matter could be: 
• Axions! (solve the CP-problem) 
• WIMPs! (solve the Naturalness                                                       

and Hierarchy problems) 
• sterile neutrinos 

• We just haven’t found convincing                                              
evidence for any of them. 

• The question we theorists want to answer: 
• What is the particle physics of dark matter?
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Back to the Basics
• What do we know about dark matter? 

• It exists! (in galaxies today) 
• It existed in the early Universe 
• It doesn’t interact with unsuppressed weak/EM/strong charges 
• It was non-relativistic by 
• If fermionic, its mass is                . If bosonic,  
• It doesn’t interact with itself very much. 

• That is it. That’s everything we know for a fact about dark matter. 
• But how do I know any of this?
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Gravity!
• Every property of dark matter we know of (other than non-

observation in the lab) comes from its gravitational interactions.

!4

Burles, Nollett & Turner (1999).
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So What? 
A Thought Experiment

• We’re interested in the particle physics of dark matter, not the 
astrophysics. 
• How do we extract these things from the distribution and evolution 

of dark matter? 
• Imagine you’re a scientist in the dark sector: you can see dark 

matter, but not baryons. 
• Using the Dark CMB, you discover                                     

something with 
• What can you learn about its                                                       

particle physics? 
• Dark matter scientists would by stymied                                            

if they use the classic experimental triad

!5Credit to Annika Peter (OSU) for idea. 
Buckley & Peter 1712.06615

Early Universe Annihilation

Collider Production

Indirect Detection

D
irect D

etection

N
orm

al M
atter

D
ark M

atter



24

A Thought Experiment
• But what if you turn to the 

astrophysics? 
• The z of matter-radiation equality 

gives you baryonic light degrees of 
freedom. 

• Two-point correlation of dark halos 
gives you Baryon Acoustic 
Oscillation — baryons are strongly 
self-interacting 

• A difference between dark matter 
halos and baryonic galaxies — 
baryons must be capable of cooling. 

• Reasonable to conclude that the 
light d.o.f. are responsible

!6
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A Thought Experiment
• Scattering rate implied by disk cooling would be too high for a 

thermal relic: the baryons consist of particles but not antiparticles! 
• Other particle physics solutions certainly possible, but if the dark 

matter scientists consider a           gauge interaction, they’ll need 
• a virialized kinetic energy set by a heavy particle 
• a scattering rate set by a light particle. 
• a fine-structure constant large enough to allow thermal 

bremsstrahlung, but not too large so that the biggest galaxies 
can’t reionize.
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A Thought Experiment
• Can’t guarantee that dark matter scientists would get right answer. 

• But they can learn that baryons must be multicomponent, strongly 
interacting, with a complicated cooling history involving relativistic 
particles. 

• So, let’s ask: if we’re studying the dark matter particle physics… 
• …what can astrophysics do for us?
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Particle Physics from Astrophysics

• Not a novel idea — we constrain dark matter models with 
astrophysics all the time. 

• Sterile neutrinos: 
• Warm dark matter free-streams                                                       

out of small structures in the                                                                 
early Universe. 

• Self-Interacting Dark Matter: 
• Bullet Cluster, tri-axiality of halos, etc                                              

limit

!9
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decay rate increases as the fifth power, but the number
density in the field of view decreases proportionally with
the mass. Using the production relationship, Eq. (7), the
diffuse X-ray background limit of Ref. [57] is

ms < 8.89 keV

!

ΩDM

0.26

"0.538

, (9)

for central values of the cosmological parameters, and is
shown in Fig. 2. The constraints from unresolved X-ray
sources derived by Mapelli & Ferrara [58] are similar to
Eq. (9), when using the production relation Eq. (7) [59].

III. PERTURBATION EVOLUTION

The standard cosmological model of structure forma-
tion from adiabatic Gaussian fluctuations seeded by an
inflationary epoch is affected by perturbation growth in
the radiation through matter dominated eras. The distri-
bution of velocities of the dark matter suppresses fluctua-
tions below its free streaming scale, which increases with
the mean dark matter velocities and decreases with its
mass. Since sterile neutrinos are produced non-thermally,
their full energy distribution must be included in an ac-
curate calculation of the fluctuation spectrum arising
from the linear growth epoch. I use the approach of
the covariant multipole perturbation evolution equations
for massive neutrinos in Ref. [60] and implemented in
the Code for Anisotropies in the Microwave Background
(CAMB) [61]. The multipole equations depend on the
value of the massive neutrino energy distribution and
its momentum derivative, but I will not reproduce them
here.

I calculate the growth of perturbations through the
radiation and matter dominated epochs of sterile neu-
trino dark matter with CAMB. I include directly
the numerically-calculated momentum-dependent sterile
neutrino distribution functions and their derivatives from
the solution of the quasi-classical Boltzmann Eq. (1) as
described in the previous section. The resulting linear
matter power spectra today at redshift zero are shown in
Fig. 3 for a range of sterile neutrino masses from 0.3 to
140 keV, along with the related CDM case.

A useful form of the suppressed perturbation power
spectrum Psterile(k) relative to the CDM case is a sterile
neutrino transfer function of the form

Ts(k) ≡

#

Psterile(k)

PCDM(k)
, (10)

which can be used to convert any CDM transfer function
to that of sterile neutrino dark matter. I find a fitting
function that describes the transfer function of the form

Ts(k) = [1 + (αk)ν ]
−µ

, (11)

where

α = a
$ ms

1 keV

%b
!

ΩDM

0.26

"c !

h

0.7

"d

h−1 Mpc, (12)

FIG. 3: Shown are the resulting linear matter power spectra
for nonthermal sterile neutrinos in the mass range 0.3 < ms <
140 keV (gray/cyan). The thick (red) low-k suppression case
is for the lower-mass limit inferred from the Lyman-α forest
(ms > 1.7 keV) , and the thick (blue) high-k suppression case
is for the upper-mass limit from X-ray observations of the
Virgo cluster (ms < 8.2 keV). The CDM case is the dashed
(black) line. Measures of large-scale structure in the linear
regime are in the region of 0.01h Mpc−1 < k < 0.2h Mpc−1

for galaxy surveys, while neutral gas clustering observed in
the Ly-α forest may extend observations of linear structure
to 0.1h Mpc−1 < k < 3h Mpc−1.

and a = 0.189, b = −0.858, c = −0.136, d = 0.692,
ν = 2.25, and µ = 3.08. The fitting form is valid for 0.3 !
ms ! 15 keV. This fitting function is shown relative to
the numerical results in Fig. 4 as well as previous results
by Ref. [44]. Note that all of the features of the numerical
results are not obtained in the fit due to the nonthermal
character of the sterile neutrino distribution, particularly
for ms = 1.7 keV where peak production occurs near the
quark-hadron transition.

The result presented here for the relative sterile neu-
trino transfer function is similar, yet significantly differ-
ent from previous work [43, 44], with the difference at-
tributed the use here of the non-thermal sterile neutrino
momentum distribution due to the physics described in
§II. The results derived here differ in cosmological pa-
rameter dependence of Ts(k) from 2% to 18% and in
the rapidity of the cutoff µ at 45% relative to that in
Refs. [43, 44]. Using the transfer function derived here
and small scale clustering data sets including the inferred
matter power spectrum from the high-resolution Lyman-
α forest from Viel et al. [62], Ref. [42] found lower lim-
its on the mass of the sterile neutrino dark matter at
1.7 keV (95%CL) from the CMB, the SDSS 3D Pg(k)
of galaxies [63] plus SDSS Lyman-α forest [64], and a
lower limit of 3.0 keV (95%CL) if the inferred matter
power spectrum from the high-resolution Lyman-α for-
est of Ref. [62] is used, which however has significant
systematic uncertainties.

Azabajian astro-ph/0511630
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• So what’s new? 
• On the astrophysics side: 

• New big-data surveys and observatories:                                 
SDSS, DES, GAIA, LSST,…                                  JWST…. 

• New dwarf galaxies, gravitational lensing, stellar kinematics, galaxy 
surveys, galaxy evolution from high-z to today,… 

• On the theoretical physics side: 
• A recognition that WIMPs are not the end-all-be all 
• A need for new data to narrow down the possibilities

Particle Physics from Astrophysics
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The Goal
• Use astrophysical probes of the structure of dark matter to constrain 

the particle physics of the dark sector. 

• Compare to “pure” cold dark                                                                  
matter — gravity-only interactions 
• Predicts a primordial power                                                                        

spectrum of dark matter                                                                 
structure that extends down                                                                  
to arbitrarily small scales. 

• This is perhaps the key                                                          
prediction of cold dark matter.

!11
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Views of Dark Matter
• Particle physicists and astrophysicists speak different languages: 

• Dark matter as a particle physicist                                                                         
problem: 
• What is its mass?  
• Its interactions?  
• How does it fit into some                                                                                                      

larger model?

!12
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Views of Dark Matter
• Particle physicists and astrophysicists speak different languages: 

• Dark matter as an astrophysicist                                                                         
problem: 
• How is it distributed in the                                                     

Universe?  
• Is our cosmology correct?  
• Are we modeling galaxies                                                        

correctly? 
• Not always clear how a particle                                                                     

model of dark matter fits into this

!13Buckley & Peter 1712.06615
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A Common Language
• A parameter space that captures 

important phenomenology for 
both particle physics and 
astrophysics. 

• Particle Physics parameter: 
strength of interaction with the 
Standard Model 

• Astrophysics parameter: the 
mass of a dark matter halo at 
which a deviation from pure     
CDM occurs 

!14
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Example: Axions
• All phenomenology controlled by a 

single parameter,  

• Or could be axion-like, suppressing 
interactions even further (ALPs or 
fuzzy dark matter) 

• Halos modified by large wavelengths, 
possible BECs (caustics? or axion 
“nuggets”?)

!15

AX-GADGET: a new code for Fuzzy Dark Matter models 13

 CIC  CIC+QP

 FIC  FIC+QP

Figure 9. Density distribution of four simulations starting from standard initial conditions (top) or suppressed with AxionCAMB
(bottom) and evolved with (right) or without (left) Quantum Potential e↵ects.

The SPH implementation that computes the QP and
its contribution to particle acceleration with three cycles on
all the FDM particles has been built analogously to the ex-
tremely optimized baryonic one, in order to spread the com-
putation and memory load across the CPUs. Therefore, AX-

GADGET should perform in a similar way to a hydrodynami-
cal simulation with no CDM particles. As a consequence, the
overhead compared to a collisionless CDM-only simulation
is still significant, but definitely much weaker compared to
grid-based FDM full-wave solvers (such as e.g. Schive et al.
2010).

In Fig. 10 we show the CPU time and the overhead for
the CIC, CIC+QP, FIC and FIC+QP simulations, paired
with respect to initial conditions to highlight the additional
computational load of the QP computation. Contributions of
the routines of gravity solver are presented, along with SPH
routines devolved to the bare computation of the density
derivatives, the QP acceleration acting on particles and the
respective imbalance between CPUs.

As we can see, starting from CDM initial conditions (left
panel) results in an overhead of a factor of ⇠ 3 right from

the beginning of the simulation in the case when the QP
is included. This is due to extra work –needed to compute
the QP– arising from the reaction to the out of equilibrium
configuration provided in the initial conditions. As one can
see from the figure, this overhead only weakly grows during
the remainder of the simulation up to a total factor of ⇠ 5 at
z = 3. When FDM initial conditions are used (right panel),
the overburden is indeed less pronounced in the early phases
of the evolution whereas the final computational time is a
factor ⇠ 5 larger than the case without QP also in this case.

We find that the major contribution to CPU time is
the one associated to the imbalance between CPUs in the
SPH calculation –namely SPH density imbalance and SPH

acceleration imbalance–, while the time spent for the bare
SPH calculation – SPH density and SPH acceleration – make
up for less than 20% of the total time of the simulation.

Therefore, we conclude that given the relatively low
overhead obtained for simulations starting from suppressed
initial conditions, the inclusion of the QP in the dynamics
implemented in AX-GADGET – as would be required from
theory – does not a↵ect dramatically the performance and

MNRAS 000, 1–17 (2018)
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The Crisis at Small Scales
• There are already indications of 

deviations from pure CDM: 

• Missing Satellites 
• “Too Big to Fail” 
• cusp/core 

• Has driven model-building that 
alter halos at these scales

!16
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Lessons from a Crisis
• CDM predictions were derived from dark-matter only simulations 
• But baryons can have an important effect on the structure of halos at 

exactly the scales where the deviations appear. 
• May solve the “Crisis.” 

• Take-away: we need to know                                                             
the predictions of CDM+                                                                    
baryons if we are to use                                                         
astrophysics to discover                                                               
particle physics.

!17

Satellite dynamics 3

Fig. 1.— Observational data from the MW and M31 satellites compared to the satellite populations of two simulated MW-mass hosts.
Left: vmax at z = 0 for the SPH satellites as a function of their V -band magnitude. The solid circles are gas-free at z = 0, and are true
dSph analogs. The empty circles are SPH satellites that still contain gas. The empty red squares and empty blue diamonds are vc at the
half light radii for MW and M31 dSphs, respectively. Right: vmax at z = 0 for the satellites in the DM-only runs as a function of the
V -band magnitude or their matched SPH counterpart. The baryonic simulated dSphs have the same range of magnitudes and velocities as
the observed dSphs, while the high vmax values of the DM-only simulations are inconsistent with the observations. The circles with red
rings indicate satellites for which the SPH counterpart has been completely tidally destroyed.

2012; Hearin et al. 2013). Indeed, Z12 found a tight cor-
relation between v@infall and the stellar mass of the sub-
halos in these simulations.
We use AHF (Knollmann & Knebe 2009; Gill et al.

2004) to identify halos and subhalos at every output step,
and trace back the most massive progenitor of each satel-
lite. We find that the faintest halos are also the lowest
mass at infall. All of our halos with v@infall < 20 km/s
have stellar masses below 105 M⊙, and MV fainter than
−7. All of our SPH satellites brighter than MV = −8
have v@infall > 20 km/s. However, there is some stochas-
ticity in halos with 20 < v@infall < 25km/s. In this mass
range, some dwarfs are bright enough to be considered
classical dSphs, but some are too faint.
The nature of the star formation in the subhalos varies

with mass. All of the more massive, luminous satellites
with v@infall > 25 km/s are able to retain gas until in-
fall, allowing their star formation histories (SFHs) to ex-
tend at least until infall. On the other hand, halos with
v@infall ! 25km/s typically lose their gas prior to accre-
tion onto the parent halo. Heating from the uniform UV
background, combined with early star formation and SN
feedback, removes a substantial amount of gas from these
low mass halos, leaving them gas poor. These halos lose
10− 90 times more mass in gas than stars formed by the
time of their accretion. The remaining gas has low sur-
face densities and is inefficient at producing stars. The
low level of star formation that can occur prior to infall
is relatively constant rather than stochastic.
Halos with v@infall > 25km/s are able to re-

tain more of their gas for longer, allowing them to
have extended SFHs (in line with observational data,

see Grebel & Gallagher 2004; Dellenbusch et al. 2008;
Weisz et al. 2011). In halos with v@infall > 30km/s,
the SFHs tend to be episodic and bursty, unlike the
lower mass satellites. With their deeper potential wells,
the more massive halos achieve an initially higher star
formation rate (SFR) than the lower mass halos as
gas cools in the central galaxy. The subsequent SN
feedback following a burst of star formation heats the
surrounding gas, shutting off star formation for a pe-
riod of time until the gas can again cool and con-
tinue with another burst. The bursty SFHs in the
most massive halos lead to DM core creation prior
to infall (see also Read & Gilmore 2005; Macciò et al.
2012b; Pontzen & Governato 2012; Teyssier et al. 2012b;
Peñarrubia et al. 2012; Garrison-Kimmel et al. 2013).1

Many subhalos lose most of their gas after infall and
are gas-free by z = 0.2 While some subhalos lose their
gas nearly instantly at infall, some are capable of retain-
ing their gas for an extended time, and even having a
low level of star formation. However, the SFRs become
strongly suppressed after infall, and no subhalo continues
to undergo the bursty star formation that contributes to
DM core creation.

3. INTERPRETING OBSERVED DWARF SPHEROIDALS

1 Note that some authors have suggested that processes such as
dynamical friction or angular momentum transfer are also respon-
sible for DM core creation (e.g., El-Zant et al. 2001; Tonini et al.
2006; Del Popolo 2009).

2 Satellites that retain gas until z = 0 may be artificially gas-
rich, due to inefficient stripping of gas in this implementation of
SPH (Agertz et al. 2007).

Brooks & Zolotov 1207.2468
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Astrophysical Opportunities
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Astrophysical Data
• My current obsession: Gaia 
• Space telescope measuring the 

positions and proper motions of the 
nearest ~billion stars in the Milky 
Way 

• Radial motions for the brightest 
~150 million

!19
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Searching for Substructure
• The Milky Way was built hierarchically: smaller halos merging. 
• If we can access that history of mergers, we could learn about the 

power spectrum of dark matter halos: 
• The imprint of these mergers can persist for gigayears in kinematics 

and stellar populations

!20
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Figure 2. The 66% containment region in metallicity-velocity space for stars within the solar circle of m12f (top) and m12i (bot-

tom) that are stripped from Mergers I and II (blue and pink solid, respectively). We also show the corresponding distributions

for the relaxed component (green dashed), defined as the subset of stars accreted before redshift zacc > 3. Note that Merger III

is included in this population. Velocities are in spherical Galactocentric coordinates, with � the azimuthal direction aligned

with the disk rotation.

their orbits to fill the available phase space. These ef-
fects are particularly important in the period when the
proto-Milky Way is forming. This process is distinct
from changes to the course-grained phase-space distri-
bution that arise as a system evolves in time following
Liouville’s theorem. In this process, both the original
phase-space volume and energy are conserved as time
evolves. This phase-mixing process drives the evolution
of streams and debris flow, as described in Sec. 4.2.

We begin by focusing on the present-day distribution
of stars and DM in m12i and m12f that were accreted
from the earliest mergers (zacc > 3). There are 21 signifi-
cant mergers that contribute to this population in m12i,
and 34 for m12f. Note that the relaxed population in
both hosts includes Merger III. The average metallicity
of the stars from these mergers is h[Fe/H]im12i = �2.04
(0.52 dex spread) for m12i, and h[Fe/H]im12f = �1.89
(0.48 dex spread) for m12f.

The velocity distributions of the relaxed stellar com-
ponent in m12i is indicated by the red lines in the bot-
tom panel of Fig. 3. The distributions are approx-
imately isotropic, with dispersions of {�r,�✓,��} =
{139, 127, 125} km/s. Notably, the stellar and DM dis-
tributions, which are indicated in black, trace each other
closely. The discrepancies between the two are small,

ranging from 0.5–17% in any given bin, but closer to
⇠ 50% along the tails. As the top panel of Fig. 3 shows,
these results are similar for m12f.

Using the Eris simulation, Herzog-Arbeitman et al.
(2018a) demonstrated that metal-poor stars act as kine-
matic tracers for the relaxed DM component.6 To test
whether the same results are reproduced with Fire, we
compare the relaxed distributions to those of all stars
(not just the accreted subset) with a metallicity cut of
[Fe/H] < �2 (green dashed). For m12i, the metal-poor
stars trace the relaxed component of DM and stars al-
most exactly. The correspondence for m12f is also very
good, especially for v✓ and v�. For the radial distri-
bution, the distribution of metal-poor stars is clearly
more extended. This arises from contamination of the
high-radial velocity lobes of Merger II, which extend be-
low [Fe/H] < �2 (see Fig. 2). Tightening the metal-

6 Note that what we refer to as ‘relaxed’ here is referred to as
‘virialized’ in Herzog-Arbeitman et al. (2018a). The Eris study
did not break down the DM into components from older versus
more recent mergers. The fact that a good correspondence was
already observed with metal-poor stars in this case suggests that
the shape of the local DM distribution in that host was not sig-
nificantly a↵ected by substructure, dark subhalos, and/or smooth
accretion.

Necib et al 1810.12301
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4 Price-Whelan & Bonaca

Figure 1. On-sky positions of likely GD-1 members in the GD-1 coordinate system. GD-1
is apparent as an overdensity in negative proper motions (top right panel, orange box),
so selecting on proper motion already reveals the stream in positions of individual stars
(top left). The stream also stands out in the color-magnitude diagram (bottom right) as
older and more metal poor than the background. Selecting the main sequence of GD-1
(orange, shaded region in bottom right) along with proper motion cuts unveils the stream
in unprecedented detail (bottom left).

stream reaches its highest surface density where it is the narrowest (�1 ⇠ �13�),

which may be the location of its elusive and fully-disrupted progenitor. At this

location, between �1 2 (�18,�10)�, we find that the mean equatorial sky posi-

tion of the stream stars is (↵, �) = (177.01, 53.99)� and the mean proper motion

is (µ↵ cos �, µ�) = (�7.78,�7.85) ± 0.03 mas yr�1, taking into account the covari-

ance matrix for proper motions provided with the Gaia data. The full data for the

GD-1 region along with selection masks are available through Zenodo ( 10.5281/zen-

odo.1295543)2

Several of the under-densities and gaps hinted at from photometric selection (Carl-

berg & Grillmair 2013; de Boer et al. 2018) appear as striking features in this signifi-

cantly cleaner map of the GD-1 stream. Finally, at least two new features are visible

near the stream: (1) “the spur,” stars above the main stream track (in �2), and (2)

“the blob,” stars below the main stream track, both highlighted in Figure 1.

3. RESULTS

3.1. Properties of the main GD-1 track

To study the global properties of the stream as a function of stream longitude, we

extract stream stars around a fourth-order polynomial model for the stream latitude,

�2, as a function of stream longitude, �1. We find the stream midpoints by computing

the median �2 in 4� windows shifted by 2� along �1, then fit a parabola to the median

positions to find �2,track(�1). We define the stream region as |�2 � �2,track(�1)| < 0.75�.

2 See also https://github.com/adrn/gd1-dr2.

Streams
• Substructure early in its merging 

process is tidally stripped into a 
cold stream 
• Compact in both position and 

velocity space. 
• Streams of stars can come 

from globular clusters (no dark 
matter) as well as dwarf 
galaxies (dark matter!)

!21
Price-Whelan and Bonaca  

1805.00425
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Debris Flow

!22

• As a stream is absorbed into the main halo, it becomes mixed in 
position space, but remains coherent in velocity space. 
• Using stellar information (metallicity) can help identify these stars 
• The “sausage” found in Gaia data indicates the Milky Way has 

undigested debris flow; a significant fraction of local halo stars.4
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Figure 2. Chemo-dynamic distribution of stars in the SDSS-Gaia DR2 sample within r 2 [7.5, 8.5] kpc and |z| > 2.5 kpc. The
panels show how the distributions vary in iron abundance [Fe/H] and the spherical Galactocentric radial coordinates vr (left),
v✓ (middle), and v� (right). The disk population is pronounced at [Fe/H] ⇠ �0.8 and a nearly isotropic halo population is
apparent at [Fe/H] . �1.8. A highly radial population at [Fe/H] ⇠ �1.4 constitutes a large fraction of the sample and is an
example of kinematic substructure. The 95% contours of the posterior distributions recovered from the likelihood analysis are
also shown (see Sec. 2.3); the disk, halo, and substructure best-fits are shown in green, pink, and blue, respectively.

the stellar components—remain essentially unchanged,
within uncertainties.
Fig. 1 shows the spatial distribution of stellar counts in

SDSS-Gaia DR2, as a function of Galactocentric radius,
r, and vertical distance from the Galactic plane, z.

2.2. Model Motivation

Fig. 2 shows the distribution of the spherical velocity
components as a function of stellar metallicity1 for the
SDSS-Gaia DR2 subsample within r 2 [7.5, 8.5] kpc and
|z| > 2.5 kpc. Several features are apparent by visual in-
spection. First is the disk population, which is centered
at [Fe/H] ⇠ �0.8, vr,✓ ⇠ 0 km/s, and v� ⇠ 130 km/s.
Second, is a population with [Fe/H] ⇠ �1.4 with large
radial anisotropy. Third, is a population that extends
down to [Fe/H] . �1.8 with nearly isotropic velocities.2

In this work, we will refer to the second population as
‘substructure’ and the third population as the ‘halo.’ We
are envisioning that both originate from the disruption
of accreted satellites in the Milky Way. What we refer to
as the ‘halo’ is intended to encapsulate the tidal debris
from the oldest mergers, which will typically be the most
metal-poor and fully well-mixed in phase space. What
we call ‘substructure’ constitutes tidal debris that is not

1 In particular, we use the iron abundance, [Fe/H], which is
defined as

[Fe/H] = log
10

(NFe/NH) � log
10

(NFe/NH)� ,

where Ni is the number density of the element i.

2 We also note a small cluster of stars at [Fe/H] ⇠ �1.5 and
v� < �200 km/s. These stars may or may not be part of a distinct
population; because they constitute only 0.5% of the total sample,
we will not focus on them in this work. They are primarily flagged
as ‘halo’ stars in the likelihood study.

fully phase mixed; such a component may exhibit inter-
esting features in spatial and/or velocity coordinates,
such as streams or debris flow. The prefix ‘sub-’ sug-
gests that this population is less dominant than the halo
population; we adopt this terminology as it is standard
in the DM literature, but make no assumptions on its
relative dominance in our study.
Evidence has been building for a multi-component in-

ner stellar halo that is dominated by the tidal debris of
one massive merger (Deason et al. 2015; Fiorentino et al.
2015; Belokurov et al. 2018a; Helmi et al. 2018). The
large radial anisotropy of the stars with [Fe/H] & �1.7
in Fig. 2 was first identified using the SDSS-Gaia DR1
sample (Belokurov et al. 2018b).3 This work noted
that the ‘sausage’–like feature in the data appears to
be non-Gaussian and estimated its contribution to be
⇠ 66% of the non-disk population over the full SDSS
footprint. They found that the radial anisotropy of the
sample drops markedly at [Fe/H] . �1.7, suggesting
that a separate isotropic and metal-poor population is
also present. It is unlikely that the radial and isotropic
populations originated in the Milky Way as their iron
abundances are in-line with those observed in MilkyWay
dwarf spheroidal galaxies (Venn et al. 2004) and their
velocities are distinct from disk stars.
Recent work using local Main Sequence stars from

SDSS-Gaia DR2 as well as a separate sample of more
distant Blue Horizontal Branch stars demonstrated that
the orbits of the most highly eccentric stars share a com-

3 Note that we define � and ✓ as the azimuthal and polar di-
rections, respectively. This is the opposite of the convention used
in Belokurov et al. (2018b).

Necib et al 1807.02519
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Finding the Mass

!23
Sanderson et al 1609.01653

• Once we identify substructure, how do we map back to the 
progenitor mass? 
• Remember: Figuring out distribution                                               

of halo mass could give hints about                                             
particle physics 

• Some existing options:  
• Match stellar populations 
• Compare with simulations 

• Can we use kinematics from very                                              
disrupted systems?

Modeling with streams in cosmological halos 9

Fig. 6.— Distribution in action space of the streams in Figure
1, for the spherical NFW potential parameters derived from S08.
The colors of the streams correspond to Figure 1.

when calculating the KLD because although they do not
change with the potential, they are still clumpy and cor-
related with Jr, so they improve the contrast between
better and worse choices of the potential parameters.
As when integrating the center-of-mass orbits, we use

the potential of Equation (2) to represent the spherical
NFW halo, so our parameters a are the scale radius rs
and the enclosed mass at the scale radius Ms. The an-
gular momenta L and Lz are calculated from the stars’
positions x and velocities v:

L ⌘ x⇥ v; L ⌘ |L|; Lz ⌘ L · ẑ. (15)

The radial action Jr is calculated by numerical integra-
tion of

Jr =
1

⇡

Z rmax

rmin

dr

r
2E � 2�(r)� L2

r2
(16)

where r ⌘ |x| and the energy E is

E =
1

2
v · v + �(r). (17)

The potential �(r), which depends on the parameters rs
and Ms, is given by Equation (2). The integral endpoints
rmin and rmax are determined by finding (also numeri-
cally) the two roots of

2E � 2�(r)� L
2

r2
= 0. (18)

The range of Jr varies as a function of the scale mass Ms,
so to avoid undersampling and comparison issues when
calculating the KLD (discussed further in Section 5 of
Sanderson et al.) we scale the radial action such that

J
scaled
r ⌘ Jr

GMs/ (ln 2� 1/2)
, (19)

which keeps the overall range of Jr roughly constant, and
comparable to the range of L and Lz, for di↵erent Ms.
Figure 6 shows the distribution of (Jr, Lz) for the stars

in the selected Aquarius streams, calculated using the
values for rs and Ms derived from M200 and r200 via the

Fig. 7.— Contours of DI
KL. The largest value of DI

KL (~a0) for the
full sample is marked with a green cross; the small purple points
show the best-fit values from leave-one-out samples (see Section
4.4). The dashed vertical line is the value of Ms derived from
S08, the solid vertical line is Ms calculated from N10, and the
solid horizontal line is the measured value of rs (the same in both
papers; see Table 1).

method outlined in S08 and Section 2.1. Although we
are calculating the actions using a spherical approxima-
tion to the potential instead of the true triaxial one, we
still see that both Jr and Lz are clumpy (as is L, not
shown here) and that the clumps correspond to di↵erent
streams (shown here in di↵erent colors, though the fitting
method does not use this information). Thus the central
assumption underlying our fitting method—that streams
correspond to action-space clumps—is still satisfied.

4.3. Finding the best fit

In order to find the best fit we compute D
I
KL (equa-

tion 12) for a grid of parameter points, increasing the
grid resolution adaptively in regions where the KLD is
changing rapidly. We used 5 levels of adaptive refine-
ment to converge the locations of the few highest KLD
values. Figure 7 shows the contours of DI

KL. We find
that the best-fit parameters lie on a ridge of high D

I
KL

with the very highest value (green cross) in between the
scale mass derived from the N10 parameters and that
derived from the S08 parameters. This is not surpris-
ing since the S08 values describe the mass profile best
close to the virial radius (246 kpc), while the N10 pa-
rameters describe the mass profile better near the scale
radius (15 kpc). Most of the “stars” in our fitting sample
are at distances somewhere in between these two radii,
with an average distance around 40 kpc but reaching to
about 120 kpc, so we expect our best-fit mass to inter-
polate between these two values. The scale radius value
we obtain is slightly larger than the S08/N10 value; it is
mainly determined by matching the enclosed mass at the
average distance of the fitting sample, which gives rise to
the degeneracy seen in the contours of Figure 7.

4.4. Determination of uncertainties on the best-fit value

To determine uncertainties we use the KLD of Equa-
tion (14) to compare the distribution of actions at the
points in the parameter grid with the one at the best-fit
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Finding the Mass
• A new possibility: use Liouville’s Theorem 

• Phase space density (and phase space volume) is conserved, and 
related to the mass of a gravitationally bound system 

• Gaia allows us to measure the phase space volume of a tracer 
population of stars in a system, and thus derive the mass. 

• Test case: the M4 globular cluster

!24
Credit: ESO
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Finding the Mass
• Measurement errors effectively add entropy 

• A handful of poorly measured or interloper                                    
stars can contribute                 the real volume. 

• But we can remove these offenders by using                                    
the fact that the “right" answer minimizes V 

• Only use those stars which have a minimum                                     
volume “near” their measured positions 

!25
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Measuring M4
• Using Gaia data, I can measure the                                         

gravitationally-bound M4 cluster mass                                                
as: 

• Accepted value: 

• Now the real question: 
• Can I measure the phase space of                                       

disrupted clusters? 
• Answer appears to be yes,                                                            

with caveats

!26
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Direct Detection
• Knowing the local dark matter 

density distribution removes the 
astrophysical uncertainty from 
direct detection experiments. 

• Since velocity structure takes a long 
time to fully dissipate, our local 
volume may contains lots of 
interesting streams and flows. 

• One known stream in particular is 
very interesting: S1 
• High velocity, counter-rotating, 

passing through the Earth’s 
location.

!27

2

FIG. 1. The S1 stream in Galactic coordinates with (X,Y )
defining the Galactic plane and Z the height above the disk.
This view is partial as it is limited by the footprint of the
SDSS-Gaia dataset, whilst the S1 stream extends well be-
yond the footprint. The arrows show the total Galactocentric
velocity of the S1 stars. The Sun and the Sun’s motion are
marked as a star and a magenta arrow. Notice that the Sun
lies in the path of the counter-rotating S1 stars. A 2 kpc
radius sphere and a grey plane are crude representation of
the Galactic bulge and the Galactic plane to give a sense of
S1’s size and morphology. A triad of velocity vectors (scale of
300 km s�1) is marked in the bottom of each panel to illustrate
the velocity scale.

the S1 stream in Sec. II. The properties of the halo and
stream model are discussed in Sec. III, while the conse-
quences for xenon direct detection experiments, a future
directional WIMP detector and axion haloscopes are ex-
amined in Secs. IV-VI, respectively. We sum up our re-
sults in Sec. VII.

II. THE S1 STREAM

Three-dimensional and projected views of the S1
stream are shown in Figs. 1 and 2. It has a low in-
clination to the Galactic plane and passes through the
Solar neighbourhood with a velocity that opposes the di-
rection of Galactic rotation. S1 was originally discovered
in the SDSS-Gaia catalogue by searches through 62,133
main-sequence turn-o↵ halo stars with photometric par-
allaxes, line of sight velocities, proper motions and metal-
licities [2]. By matching the kinematics of the S1 stars
to numerical libraries of accreted remnants, the progeni-
tor of the S1 stream is believed to have had a total mass
(stars plus DM) of approximately 1010M� and an in-
fall time of & 9 Gyr. The progenitor is comparable to

(though somewhat more massive than) the present-day
Fornax galaxy, the largest surviving dwarf spheroidal in
the halo of the MW. If this prediction is true then the
S1 stellar stream must be accompanied by a substantial
DM stream.

The most e�cient way to search for substructure is
through action space, rather than velocity space. Ac-
tions are adiabatic invariants so are conserved under slow
evolution of the potential. Searches through the SDSS-
Gaia data in action space revealed a clearer view of the S1
stream with fewer outliers and contaminants [23]. It con-
tains 34 confirmed stellar members, as shown in Fig. 2.
Our view of the S1 stream is limited by the footprint
of the SDSS-Gaia survey. The means of the Galactic
positions of the stars are (X,Y, Z) = (8.9, 0.6, 2.5) kpc,
together with dispersions (1.6, 1.4, 1.9) kpc. The Solar
position is (8.2, 0, 0.014) kpc [46, 47], so the S1 stel-
lar stream, together with its DM appendage, is passing
directly through the Solar neighbourhood. This is con-
sistent with analyses of numerical simulations [48], which
suggest that there isO(1) probability of a substantial DM
stream locally.

The kinematics of the S1 stream make it ideal for DM
detection experiments, as the signature is very di↵erent
from typical halo stars. S1 is counter-rotating with mean
velocity vstr = (8.6,�286.7,�67.9) km s�1. Its veloc-
ity dispersion tensor diagonalised in cylindrical polars is
�str = (115.3, 49.9, 60) km s�1. The local standard of
rest is v0 = 232.8 km s�1 and the Solar peculiar motion is
(U, V,W ) = (11.1, 12.24, 7.25) km s�1 from Refs. [47, 49].
Therefore, DM particles associated with the S1 stream
meet the Solar system with a huge relative velocity, pri-
marily directed along the stream. By contrast, DM par-
ticles in the halo are expected to have a roughly isotropic
and Maxwellian velocity distribution. The S1 stream is
more akin to a ‘hurricane’ compared to the DM ‘wind’
associated with the halo.

The S1 stellar stream is broad with a width of ⇠ 2 kpc.
There also appears to be a surviving globular cluster
(NGC 3201) associated with the stream which resided
in the progenitor galaxy. These facts corroborate the
original suggestion of Ref. [2] that the progenitor was a
massive dwarf spheroidal, substantial enough to contain
its own retinue of globular clusters. Taking our cue from
the largest dwarf spheroidals like Fornax, a mass-to-light
ratio of ⇠ 10 � 100 seems very realistic (see Table 5 of
Ref. [50]). The density of the DM component cannot eas-
ily be measured from the stellar stream. However, follow
up studies with the Gaia Data Release 2 [51] will see
S1 traced throughout the Galaxy, in particular for lower
values of Z than shown in Fig. 2. This will provide im-
proved constraints on its contribution to the local DM
density from modelling of the disruption of the progen-
itor. For the moment, we wish to know how dense the
stream must be if it is to be detected in an ongoing or
future terrestrial direct detection experiment.

O’Hare et al 1807.09004
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Direct Detection
• Why is this interesting? Because S1 could give significantly yearly 

modulation of dark matter on Earth in phase with the modulation of 
the Galactic halo itself. 

• Could possibly allow DAMA/Libra to be consistent with null-results 
from other experiments.

!28

Buckley, Mohlabeng, and Murphy in prep. 
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Astrophysical Opportunities
• Dark matter is new physics. 

• We theorists just need a 
hint as to what kind of new 
physics 

• Astrophysicists need to 
know what to look for. 

• Gravity has been the key to 
dark matter 
• It has a lot more to tell us

!29

Buckley & Peter 1712.06615


